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Abstract

Time Variable Gravity (TVG) observations provide crucial insights into Earth's dynamic
processes, including ice sheet motion, ocean circulation, and tectonic activity - all key to
understanding climate change and improving natural disaster forecasting. The GRACE-FO
mission uses precise intersatellite ranging measurements to generate gravity eld solutions
on a monthly-mean basis. Though these solutions monitor seasonal and annual trends, they
fail to capture fast-evolving climate events. By relating line-of-sight gravity di erence (LGD)
to ranging observations, it is possible to produce in-situ gravity estimates along the satellite
orbit, o ering a higher temporal resolution. However, di culty lies in establishing a robust
transfer function that converts geometric ranging observables into gravity eld parameters,
as conventional approaches often struggle with low-frequency signal recovery and are prone to
noise ampli cation. This study explores the use of machine learning as an alternative transfer
function. Three models were developed - a Random Forest Regressor (RF), a Multi-Layer
Perceptron Neural Network (MLP), and a Long Short-Term Memory Neural Network (LSTM)

- and trained on synthetic GRACE-FO-like ranging data. The models were applied to two
GRACE-FO test datasets: one synthetic and one real - corresponding to the July 2021 Ahr
valley oods in western-Germany. Model performance was evaluated in both the time and
frequency domains. On the simulated data set, the RF demonstrated the best performance,
predicting LGDs with an mean squared error (MSE) of 315 10 2 Gal® and excelling in low-
frequency < 5cycles-per-revolution (CPR)) signal recovery. The MLP generalised best to
real data, producing results comparable to that of conventional transfer function techniques,
whereas the RF and LSTM models showed signs of low-frequency aliasing. These ndings
indicate that machine learning o ers a promising new approach to in-situ gravity estimation,
but further development is required before operational implementation.



1 Introduction

The Earth's gravity eld is continually changing in response the dynamic redistribution of mass via
processes such as glacier melting, sea-levels rising, and groundwater depletion. Satellite gravime-
try missions like the Gravity Recovery and Climate Experiment (GRACE) and its successor,
GRACE-Follow-on (GRACE-FO), have enabled direct observations of time-variable gravity (TVG)

on a global scale, revolutionising our understanding of climate change, hydrology, and solid Earth
geophysics. The current gravity eld solutions calculated from precise GRACE-FO intersatellite
measurements are computed on a monthly-mean basis. While these allow us to track seasonal and
annual climate trends, they impede the observation of rapid climate events, such as ash- ooding,
whose occurrence is becoming more frequent with ongoing global warming. Since the launch of
GRACE, a variety of methods have been developed to model the Earth's gravity eld. Though the
overriding aim is to connect satellite ranging quantities to the gravitational potential, the existing
methodologies fall into two categories: those which require numerical integration of the so-called
variation equations, and those which utilise in-situ observables derived directly from satellite data.
While the latter enables the generation of along-orbit pointwise gravity estimates i.e., the line-
of-sight gravity di erence (LGD), yielding a higher temporal resolution, these in-situ techniques
have various disadvantages such as limitation to high frequencies, noise sensitivity, and large ap-
proximation errors. To gain more accurate insight into instantaneous gravitational perturbations,

a new technique is required. The recent rise of machine learning (ML) and its adoption in various
geophysical applications could o er an alternative data-driven approach to gravity eld recovery,
and enable the detection of the fast gravity signals missed by the monthly solutions. The follow-
ing chapter presents the well-established methods of gravity eld determination and their various
successes, and discusses previous applications of ML in the eld of geodesy. An overview of the
key recent literature in these domains is explored, a research gap is identi ed, and the objectives
of this thesis are outlined.

1.1 Background

1.1.1 Traditional Approaches to Gravity Field Determination

The variation equations are a set of di erential equations describing how small perturbations to
the initial conditions of a dynamical system propagate through time. The traditional variation
equation approach to gravity eld determination calculates the di erence between a precise orbit

2



determination model and a reference orbit derived from a known gravity eld. The di erences
between the two orbits represent orbital disturbances, and their derivatives are used to build the
gravity eld model (Ditmar & Sluijs, 2004). Computing these derivatives requires integrating
the variation equations using advanced orbit integration techniques, which is cumbersome and
temporally-expensive. Despite it's drawbacks, this approach has seen successful implementation
and generated reliable gravity eld models. Beutler et al. (2010) developed tigelestial Mechanics
Approach (CMA) which considers the estimation of the gravity eld an extension of orbit deter-
mination and uses precise Global Navigation Satellite System (GNSS) observations to analyse the
orbital motion of satellites (and other celestial bodies). Deviations from classical Keplerian mo-
tion are considered representative of gravity eld variations. Although a exible approach, it is
sensitive to measurement noise in kinematic orbit data. Schneider (1968) created tBkort-arc
Approach which splits an orbit into multiple short arcs to capture localised gravity e ects. The
arcs are statistically combined to produce a global gravity eld solution. This approach was used to
develop the Institute of Theoretical Geodesy's (ITG) series of gravity eld models, by Mayer-Garr

et al. (2005) at Bonn University. It has since been modi ed by Q. Chen et al. (2015) and Shen
et al. (2015) to develop monthly gravity eld models from ranging measurements. Variants of the
variation-equation approaches are employed by the National Aeronautics and Space Administra-
tion (NASA) Jet Propulsion Laboratory (JPL) (Wiese et al., 2018), the Centre for Space Research
(CSR) at the University of Texas (Save et al., 2016; Save, 2020), and the German Research Cen-
tre for Geosciences (GFZ) (Mayer-Gurr et al., 2018), to deploy the o cial releases of static and
monthly gravity eld solutions.

1.1.2 In-Situ Observation Approaches to Gravity Field Determination

The Energy Integral Approach (Jekeli, 1999) and theAcceleration Approach (Ditmar & Sluijs,
2004) are the two primary methods which combine GRACE Level-1B observations with attitude
and non-gravitational acceleration data to compute in-situ gravimetric observables (Ghobadi-Far
et al., 2018).

The energy integral approach is based on the energy conservation principles. It uses satellite-to-
satellite tracking of two co-orbiting satellites to determine their position and velocity in a coordinate
frame without requiring dynamic integration of tracking data. This process e ectively generates a
system of potential di erences, as if the satellites were directly measuring the variations in potential
(Jekeli, 2017). The validity of this approach has been con rmed through its implementation across
a range of studies. S. Han et al. (2005) used the method to demonstrate improved temporal
and spatial resolution of regional mascon estimates and S. Han et al. (2006) constrained mass
displacements as a result of large-scale earthquakes from GRACE data. The approach was further
improved by Guo et al. (2015), who reformulated it to include a potential rotation term, achieving
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the necessary accuracy to recover TVG eld solutions. While the energy integral approach bene ts
from high data density at high latitudes due to the polar orbits of GRACE satellites (Jekeli, 2017),

it requires precise velocity measurements, which are particularly susceptible to kinematic noise and
require intense ltering (Visser et al., 2003). This results in limited sensitivity to high-frequency
(small-scale) variations.

The acceleration approach is an intuitive approach which rst transforms precise orbit data
into satellite accelerations, then uses Newton's second law to relate them to the Earth's gravity
eld (Ditmar & Sluijs, 2004). This techniqgue demands high dimensional precision for range accel-
eration and satellite attitude measurements. Moreover, a full rigorous solution requires solving the
variation equations, o ering little advantage compared to standard variation equation methods.
Weigelt (2017) introduces an approximate solution, which involves reducing observables to residual
guantities and neglects the contribution of the residual centrifugal acceleration. This results in a
linear relation between the range acceleration and gravitational potential, eliminating any integra-
tion. A key limitation, however, is that neglecting the residual centrifugal acceleration introduces
signi cant approximation errors in the low-frequency regime. Nevertheless, Weigelt (2017) found
this approximation to be valid for localised gravity eld solutions. Applications of the acceleration
approach include studies by Y. Chen et al. (2008) who investigated the monthly continental water
thickness changes in the Amazon basin, Killett et al. (2011) who recovered Arctic Ocean tides from
GRACE range acceleration data, and Watkins et al. (2015) who used the acceleration approach to
develop updated GRACE gravity solutions, supporting both an unconstrained spherical harmonic
(SH) solutions (JPL RLO5), and a mascon solution (JPL RLO5M).

1.1.3 General Applications of Machine Learning in Geodesy

The application of ML is becoming increasingly common in geophysical sciences. Its aptitude
for extracting non-linear patterns o ers new approaches to modelling, forecasting, and outlier de-
tection in gravity eld analysis. A notable application is the use of ML to bridge the 11-month
data gap between GRACE decommissioning and the commencement of GRACE-FO operations. A
popular solution is the use of ESA's Swarm spacecraft data (Guo et al., 2015; Jaggi et al., 2016), al-
though these spherical harmonic solutions are limited to degree and order (d/o) 12, capturing only
a long-wavelength TVG eld (Harrison-Galvez, 2023). Instead, Uz et al. (2022) developed three
deep-learning (DL) architectures: a Convolutional Neural Network (CNN), a Convolutional Deep
Autoencoder (DCAE), and a Bayesian CNN, to simulate the missing data with a focus on terrestrial
water storage anomalies (TWSA). Through training the models using GRACE/GRACE-FO mas-
con and Swarm gravimetry data, the authors successfully reconstructed global land TWSA maps
at 100 km full wavelength resolution, signi cantly exceeding the GRACE/GRACE-FO 666 km
full wavelength resolution and globally bridging the data gap. Of the three ML models, the
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DCAE demonstrated superior performance, showing excellent agreement with independent valida-
tion datasets.

Several additional comparative studies have been conducted in attempt to recover missing
GRACE/GRACE-FO data. Zhang et al. (2022) reconstructed ice mass changes over Greenland
from precipitation and ice discharge data, using a Backpropagation Neural Network (BPNN), a
Deep Belief Network (DBN), and a Multiple Linear Regressor (MLR). The BPNN outperformed
the other models, o ering the highest reconstruction accuracy of equivalent water height (EWH): a
root-mean-square error (RMSE) in the range:b-36cm i.e. GRACE-level uncertainty. However,
the model's predictions weakened when faced with inter-annual signals and short-term variability.
Shi et al. (2024) addressed the data gap by developing a Support Vector Machine (SVM), a
BPNN, and an MLR, which were trained to reconstruct the Greenland Ice Sheet (GrlS) mass
changes at a gridded spatial scale. The SVM exhibited the best performance, achieving the lowest
average RMSE of 36 cm and highest spatial accuracy (Nash-Sutcli e E ciency (NSE) 0:75
in 25:5% of grid cells). The GrlS mass change reconstructions were validated with Swarm and
satellite laser ranging (SLR) gravity data, and successfully agreed with original GRACE/GRACE-
FO observations.

F. Li et al. (2020) conducted a comparative study of data-driven techniques to reconstruct
and predict GRACE-like total water storage change (TWSC) elds. Through the use of climate
and auxiliary data, the authors developed a uni ed ML framework - an MLR, an Autoregressive
Exogenous Input (ARX) and an Arti cial Neural Network (ANN) - to model TWSC across 26
global river basins. It was found that the ANN exhibited the highest accuracy during training, but
was prone to over tting and high error propagation during the testing phases. Contrastingly, the
MLR underperformed during training, but was the most robust during the 6-year testing period,
successfully reconstructing TWSC to capture the El Nino-Southerm Oscillation (ENSO), a large
scale climate signal. A key limitation of the study is the single-model only approach; hybrid ML
models have scope to combine strengths and o er more accurate predictions. Additionally, uniform
model parameters were used across all 26 basins. While this ensures consistency, it may not be
optimised for areas with distinct hydrological characteristics.

In addition to hydrological data predictions, ML techniques have been employed to predict
more dynamic quantities. Ozarpac et al. (2024) used ML to predict horizontal velocity at speci c
locations across Turkey, using the current GNSS velocity eld. Horizontal velocities provide insight
into the movement of the Earth's surface, including crust deformation. By considering tectonic
structure, the authors found that a Random Forest (RF) regressor performed the best, yielding a
di erence of 0.4 mm=yr between the averages of the reference velocity eld and the RF horizontal
velocity predictions. Similarly, Kuran et al. (2024) estimated the peak ground velocity (PGV), a
metric used to categorise potential structural damage as a result of earthquakes. The authors used



ML techniques to build a Turkey-speci ¢ ground motion model (GMM) for PGV, using extensive
data from 818 real earthquakes to replicate six earthquake scenarios. The superior model for
PGV prediction was a Gradient Boost (GB) model, particularly when trained without any outlier
elimination methods.

1.2 State-of-the-Art

1.2.1 Recent Advances in Gravity Field Determination

Though the introduction of the various in-situ approaches brought considerable advances in grav-
ity eld determination, signi cant limitations remain. To overcome these hurdles, Ghobadi-Far
et al. (2018) proposed the concept of an along-orbit analysis, following a correlation-admittance-
spectrum-based approach to derive a transfer function in both the spectral and time domains.
When applied directly to K-band ranging acceleration (KBRA) data, the transfer function yields
an LGD estimate, capturing instantaneous gravitational perturbations. The mathematical frame-
work behind this approach is detailed in Section 2.3. Spectral analysis showed a near-perfect
correlation between LGD and KBRA for frequencies greater than 5 cycles-per-revolution (CPR),
and the transfer function recovered LGDs with an accuracy of:106 nmes? over the 5 60 CPR
frequency band, a signi cant improvement on previous methods. The authors demonstrated that
the transfer function remains stationary with time, orbital altitude, and TVG signal strength,
suggesting it can be accurately predetermined from synthetic data. However, in the low-frequency
regime < 1 mHz), accurate LGD estimates are impeded by the increased contribution of the resid-
ual centrifugal acceleration and higher signal-to-noise ratio (SNR). The transfer function method
was later extended to GRACE-FO Laser Ranging Interferometer (LRI) data by Ghobadi-Far et al.
(2020). The study showed that the LRI signi cantly exceeds KBR in sensitivity by one order of
magnitude, capturing gravitational signals of L nm=s2 at 490 km altitude. Ghobadi-Far et al.
(2022) further validated the approach to examine sub-monthly mass variations in the Argentine
Basin, the Gulf of Carpentaria, and the Amazon Basin. Previously invisible in monthly-mean
gravity solutions, mass variability and river-water variations were uncovered, in turn extending
the scope of GRACE/GRACE-FO's geophysical applications. Furthermore, S. Han et al. (2021)
used the transfer function to study the cause of the unusually severe 2020 monsoon-driven oods
in Bangladesh, analysing over three months of ground tracks and LGD variations to calculate wa-
ter storage changes and investigate the in uence of soil moisture levels on ooding probabilities.
S.-C. Han et al. (2021) used low-latency (1-3 days) LRI data to study ground-water storage levels
responsible for 2021 eastern-Australia oods, demonstrating the application of low-latency data for
immediate evaluation of extreme weather events. The authors detected an abrupt water storage
surge (60 70 trillion litres) over the week of the oods, which would have otherwise been missed



by monthly gravity solutions.

Alternative to the transfer function approach, H. Li et al. (2025) developed a spatio-temporal
inversion framework to address the need for higher temporal resolution gravity solutions, estimating
regional gravity elds using GRACE-FO-derived LGD data. This novel method is based on Slepian
and B-spline basis functions, which allow exible gravity modelling in localised regions and smooth
interpolation in the case of data gaps. Upon investigation into two key case studies - the 2020
Bangladesh ood and the 2021 Australian ood - this new framework showed strong agreement
with previous mascon-based solutions (i.e. Ghobadi-Far et al. (2020)), achieving an NSE of 0.81.
This work brings an important advancement to daily-scale gravitational modelling, contributing
to disaster monitoring and management capabilities.

1.2.2 Recent Applications of Machine Learning in Gravity Field Modelling

While a fully comprehensive review of all recent ML applications in gravity research is beyond
the scope of this work, several noteworthy studies merit attention. Liu et al. (2024) used an
SVM, RNN, and RF regressor model to predict gravity data, speci cally datasets derived from
the EGM2008 geoid model. By evaluating the models on varying data combinations, the RF
regressor, achieving a coe cient of determination oR2 = 0:9524, outperformed the other models
across the board, showing high prediction accuracy and stability. However, the RNN exhibited
excellent predictive capabilities when trained on large datasets. Zhu et al. (2023) developed a
multi-channel CNN (MC-CNN) to recover marine gravity anomalies from satellite altimetry data,
such as geo-location information and submarine topography. Ship-borne gravity anomaly data
was selected from 16 cruises and used to train the model. In comparison to traditional gravity
recovery methods, the MC-CNN improved gravity anomaly estimation by:05 0:50 mGal. This
study suggests ML is capable of surpassing traditional methods, especially in well sampled regions.
Furthermore, Zhang et al. (2024) proposed a novel approach to improving computational e ciency
of high-frequency terrain gravity eld forward modelling, through training a fully-connected deep
neural network (FC-DNN) with Residual Terrain Modelling (RTM) data. The FC-DNN was
equipped with a terrain-informed loss function, and trained using data from regions of both high
and low terrain complexity, to learn the mapping between geo-spatial data and the resulting
RTM gravity anomaly. The authors successfully demonstrated the processing e ciency of the
model, which computes gravity elds 10,000 times faster than classical methods and demonstrated
RMSE =0:26 0:30mGal in volcanic plain regions.

In addition to modelling Earth's gravity, ML has been applied to gravity modelling across
the Solar System. Martin and Schaub (2022) demonstrated that physics-informed neural networks
(PINNSs) exhibit a tenfold increase in e ciency compared to traditional spherical harmonic methods



in constructing gravity models for both the Earth and the Moon. Zhao et al. (2020) used ML to
improve the accuracy of Mercury's gravity modelling, and Cheng et al. (2020) and Gao and Liao
(2019) used ML to map near-asteroid spatial locations and their corresponding gravity data to
provide fast prediction of gravity at any location. Ultimately, ML as a novel tool shows great
promise in gravity eld recovery. It's aptitude for complex non-linear relationships allows it to
address low computational e ciency limitations imposed by traditional modelling techniques, and
overcome noise sensitivity.

1.3 Research Gap

After analysing the aforementioned studies, a research gap was identi ed. Recent advances in grav-
ity eld determination, such as transfer function methods and spatio-temporal inversion frame-
works, have improved the temporal resolution and sensitivity of in-situ approaches, but still are
limited in their accuracy. Machine learning applications in gravity research have primarily targeted
recovery of derived products or external datasets, such as hydrological indicators or altimetry-based
mass change estimates. Few studies, if any, have attempted a direct estimation of gravimetric ob-
servables - speci cally the LGD, using ML techniques. This presents an opportunity to exploit
ML's capacity to model complex, non-linear relationships and employ it as a transfer function-
alternative to accurate TVG recovery.

1.4 Objectives

Building on the identi ed gap in current gravity eld modelling, this work set out to answer the
following research question:

‘Can machine learning models accurately predict line-of-sight gravity di erences from
intersatellite ranging data and capture time-variable gravity changes more e ectively
than traditional in-situ methods?

To this end, this project aimed to develop three ML models with di ering architectures and
assess their ability to recover line-of-sight gravity di erences when trained on simulated GRACE-
FO intersatellite ranging data. The models chosen for development in this study were a Random
Forest regressor (RF), a Multi-Layer Perceptron (MLP), and an Long Short-Term Memory (LSTM)
model. The LSTM architecture was chosen as it is designed for time series applications. The RF
was chosen due to its literature success in geodetic applications (Liu et al., 20@%arpac et al.,



2024), and the MLP was chosen due to the general success of neural networks across a range of
domains.

The main research question can be broken down into multiple sub-questions, of which this
research intends to address:

1. Which combination of ranging data is optimal as input data for each model?

2. Which machine learning model/architecture yields the best performance when tested on
simulated GRACE-FO ranging data?

3. Which machine learning model/architecture exhibits the best generalisation when applied to
real GRACE-FO ranging data?

1.5 Outline of Thesis

The remainder of this thesis proceeds as follows. Chapter 2 presents the theory and mathematical
framework motivating the gravity eld recovery in this work, and Chapter 3 introduces the core
concepts of ML and describes the speci ¢ models used in this study. The model construction
and optimisation process, including hyperparameter tuning, training data generation, input data
combinations are presented in Chapter 4, while the nal model architectures, along with training
performance are detailed in Chapter 5. The models were applied to both simulated and real
GRACE-FO ranging data, their performance was assessed, and the results are reported in Chapter
6 and Chapter 7 respectively. The implications of these ndings are discussed in Chapter 8, and
the nal conclusions are drawn in Chapter 9.



2 Measuring Earth's Gravity Field

In order to comprehend how satellite-based ranging observations can detect Earth's mass varia-
tions, it is necessary to explore the mathematical framework of the Earth's gravity eld, and how

it varies in space and time. This section outlines the theoretical foundation for modeling grav-
ity and introduces the relationship between gravitational perturbations and intersatellite ranging
observables.

2.1 Gravity Field Representation

The Earth's gravity eld describes the gravitational acceleration experienced by a mass at any
point in the space surrounding the Earth. It is derived by taking the derivative of the gravitational
potential, making the potential a fundamental quantity to understanding satellite motion and mass
transport processes. According to Newton's universal law of gravitation, at a given point the
gravitational potential V(r) produced due to a mass distribution is given by

Z7ZZ
V()= G _(0) gy, 1)
Aglr ral
where (rg) is the mass density at the source pointg on the volumeA (5, and G is the gravitational
constant (Hofmann-Wellenhof & Moritz, 2006). A common alternative representation of the grav-
itational potential is through a spherical harmonic (SH) expansion. The gravitational potential at

any external point (r, , ), can be expressed as
I
am * X 5 . .
V(i ; )= — (T)IP“m(sm )[C|;mcos(m )+ S|;m5|n(m )i (2)
[=0 m=0

where M is the mass of the Earth andag is the Earth's equatorial radius (Tapley, 2008). The
terms C;, and Sy, are coe cients of the SH terms used to represent the gravity eld, and
| and m are the degree and order (d/o) of the potential, respectively.P|, is the associated
Legendre polynomial of degreé and order m. The spherical harmonic coe cients encapsulate
global mass distribution, the most in uential contribution arising from d = 2 term which models
the contribution from Earth's oblateness, while higher degrees capture ner details. In an ideal
world, the gravitational potential is modeled to an in nite degree and order, whereas in reality it
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is limited by observational spatial resolution and SNR (J. Chen et al., 2022).

Traditional gravity eld models assume a static distribution of mass within the Earth, but this
isn't the true case. Due to continuous mass transport throughout the atmosphere, hydrosphere,
and cryosphere, the Earth's gravity eld varies with time. Accounting for these alterations in
gravitational signals is critical to truly understanding global climate change processes. Conse-
quently, to capture the dynamic nature of the eld, a time dependency is introduced into the SH
coe cients:

0
3
|

= C|;m (t); 3)
= Sl;m(t): (4)

2L
3
[

These temporal variations in the gravitational potential lead to small but measurable pertur-
bations in the trajectories of Earth-orbiting satellites, which after removing contributions from all
other acting forces, are governed by the equation of motion:

P=r V(r); (5)

where the satellite acceleration is equal to the negative gradient of the gravitational potential.
Satellite missions like GRACE/GRACE-FO are designed to detect these trajectory variations. By
measuring intersatellite ranging quantities, such as range acceleration, they provide a means of
quantifying TVG signals to gain deeper insight into global climate processes.

2.2 Gravity Recovery and Climate Experiment (GRACE)

The GRACE mission was launched in 2002 as a collaborative endeavor between NASA, the German
Aerospace Centre (DLR), and GFZ. The mission revolutionised satellite gravimetry by enabling
the mapping of the Earth's gravitational eld with unprecedented accuracy. By providing time-
resolved gravity data, it has o ered insights into many hydrological processes and tectonic activity
(Tapley et al., 2019). It's successor, GRACE Follow-on (GRACE-FO) was launched in 2018,
and has continued to provide invaluable observations which have advanced our comprehension of
complex climate behaviour.

The concept behind the GRACE/GRACE-FO measurement principle is illustrated in Figure
1. It uses two identical satellites, ying in tandem in a near-polar orbital plane at 460 km al-
titude (Tapley et al., 2019), with an along-track separation of approximately 220 50 km, and
eccentricity of Q001 (Tapley, 2008). The underpinning idea is that gravitational variations, as a
result of Earth's mass distribution, are manifested in the relative motion of the satellites. These
mass distribution variations cause the satellites to experience a gravitationally-induced along-track
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acceleration. When the leading satellite passes over a region of increased gravity (i.e., a mass con-
centration) it experiences a positive acceleration, increasing the intersatellite distance. Conversely,
a region of lower gravity will induce a deceleration and reduce the separation of the two satel-
lites. Each satellite experiences these gravitational e ects at slightly di erent times, resulting in

a di erential acceleration arising between them. This leads to periodic changes in intersatellite
distance and velocity di erence, both of which are proportional to local mass attraction and re-
lated to the gravitational potential (Tapley et al., 2019). The GRACE/GRACE-FO missions are
unigue in the fact that the twin satellites serve as instruments themselves by directly sensing grav-
itational eld variations, as opposed to acting as platforms for instrument payloads. While both
missions measure intersatellite distance to micron-level precision using a microwave-based KBR
system (Tapley, 2008), GRACE-FO di ers from GRACE in that it additionally houses an LRI
which achieves nanometer precision in intersatellite distance measurements (H. Li et al., 2025), as
well as acting as a technology demonstration for future satellite gravimetry missions (Kang et al.,
2023). Within a 30-day window, the GRACE-FO satellites provide near-global coverage, enabling
monthly estimates of the TVG eld up to d/o 60 (H. Li et al., 2025). These solutions typically o er

a spatial resolution of approximately 300 km, with an equivalent water height accuracy of around
32cm over large spatial scales (Tapley et al., 2019). Combined with the KBR system, the LRI
has achieved approximately twice the precision of GRACE. However, while spatial resolution has
been enhanced, temporal resolution remains limited to monthly snapshots due to satellite ground
track coverage (H. Li et al., 2025). As a result, monthly gravity eld solutions are unable to
capture short-timescale gravity signals associated with rapid mass changes. Instantaneous gravity
perturbations such as the LGD, provide a unique means to monitor these fast-evolving climate
events.

2.3 Line-of-Sight Gravity Di erence

The geometry of the GRACE-FO twin satellite system is illustrated in Figure 2. Each satellite
experiences a slightly di erent gravitational acceleration due to on-Earth mass variations. The dif-
ference between these two accelerations, the LGD, is fundamental to detecting small gravitational
perturbations.

The LGD gi%s can be expressed by taking the di erential acceleration between the two satellites
X 12, given by

X12: X2 Xl; (6)

where X is the acceleration of satellite in the inertial frame, and projecting it along the line-of-
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Figure 1. Step-by-step diagram of the GRACE/GRACE-FO measurement principle. The two
tandem satellites y above a mass anomaly (a mountain), whose gravitational e ect manifests as
sequential accelerations felt by the two satellites, one after the other. Image adapted from Tapley

et al. (2019).
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Figure 2: Geometrical representation of the GRACE/GRACE-FO satellite systems, adapted from
Rummel, 1979.

sight (LOS):
013 = X12 €12 (7)

whereeq o is the LOS unit vector.

The projection along the LOS is of particular importance because it links directly to what is
measured onboard the satellites. The KBR and LRI systems precisely measure the intersatellite
distance (t), which inherently re ects LOS variations. As a result, the LGDgLOS can be inferred
from ranging measurements. The range-rate de ned as

_=X12 €12 (8)

where X 15 is the intersatellite velocity vector, can be numerically di erentiated to arrive at an

expression for the LGD:

gi2 =+ X12 &2 9)

after correcting for light-time delay and other e ects (Ghobadi-Far et al., 2018). This form enables
the e ective gravitational acceleration di erence experienced along the LOS of the satellites to be
captured.

Based on orbital mechanics, Rummel (1979) o ers a reformulation of Equation 9 as:

g|i()28 — o x"l (Z) 2 (10)
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with Xdl(%/ ) and X_l(zz ) representing the cross-track and radial components of the intersatellite
velocity vector, respectively. When studying TVG signals, necessary subtractions of static gravity
eld, ocean tide signals, and non-gravitational forces are made using a reference eld to isolate
the true temporal variations. This reduces the ranging observables to residual quantities, denoted
with a tilde, and the resulting residual LGD g4%° is given by

LOS — 4

912 = 0 (11)

where g41%° = ¢i%° %, =+ #and (isthe residual centrifugal acceleration (Ghobadi-Far
et al., 2018).

The residual centrifugal acceleration term challenges LGD estimation, as it is derived from
the intersatellite velocity vector, which can only be obtained from low-precision GNSS data. To
retrieve accurate LGD estimates, both range acceleration and centrifugal terms must be measured
with comparable sensitivity. This is not possible, and thus the centrifugal term must be treated as
an unknown. It is a low-frequency signal, re ecting orbital imperfections over orbital timescales.
Some in-situ approaches (Killett et al., 2011; Weigelt, 2017) assume that due to its negligible
contribution in the 5 60 CPR frequency range (see Figure 3), the residual range acceleration
alone can directly approximation the LGD. Under this assumption, the approximation error is
equal to the residual centrifugal acceleration

LOS LOS _— LOS

0= 912 95 = 9712 ¢ (12)

where g5%° is the true gravimetric quantity and g”° is that estimated from GRACE/GRACE-
FO data (Ghobadi-Far et al., 2018).

A study by Ghobadi-Far et al. (2018) successfully reduced this approximation to second order
by conducting a correlation-admittance spectral analysis, where a near perfect correlation between
g7% and < was found for frequencies greater than 1mHz (5 CPR). The authors introduce
a frequency-domain transfer function which directly recovers LG[:giozS from range-acceleration

055 =F Lz() F( ) (13)

whereF andF 1 represent the Fourier and inverse Fourier transform, respectively, arl(f ) is
the admittance spectrum betweeng 5025 and . At frequencies> 5 CPR, this method achieves a
LGD recovery from synthetic KBRA data with 0:15 nm:52, signi cantly smaller than the GRACE

1 nm=s? data error. However, the approach struggles at low frequencies due to high SNR and the
greater centrifugal acceleration contribution. These limitations motivate the present study: an
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Figure 3: Spectrum illustrating the relationship between LGD g'l-g)s (red), K-band residual
range-acceleration « (blue), and residual centrifugal acceleration ( (black) with frequency. This

is computed with a synthetic dataset detailed in Table 1 of Ghobadi-Far et al., 2018. The dashed
vertical lines represent 1, 5, and 60 cycles-per-revolution (CPR) frequencies. The cyan and dark-
green lines indicate the errors of the LGD based on the calculated frequency-wise and time-wise
transfer functions, respectively. Figure taken from Ghobadi-Far et al. (2018).
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investigation into the use of ML to directly map « to g4%°. By training ML models on GRACE-
FO ranging data, the goal is to implicitly learn the relationship between the two variables, whereby
the models mimic the e ect of a transfer function and account for the unknown residual centrifugal
acceleration contribution. This data-driven approach could potentially improve LGD recovery -
particularly in the low-frequency regime.
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3 Overview of Machine Learning Models

Although the concept of ML dates back to the 1940s/1950s, it wasn't until the last two decades that
it ourished. This can be attributed to increased processing power, availability of large data sets,
and advanced algorithms, among other factors. Machine learning enables computers to extract
patterns and behaviours from data with minimal programming from humans, enhancing processing
e ciency and predictive outcome precision (Liu et al., 2024). Its ability to learn complex non-
linear relationships between input and target data has resulted in extensive implementation across
a multitude of elds - including geophysics. The following section introduces the basic concepts
of ML and discusses the workings of the three models (RF, MLP, and LSTM) developed in this
study.

3.1 Basic Concepts of Machine Learning

In the early days of arti cial intelligence (Al), systems relied on hard-coded rules, limiting their
adaptability. There became a increasing need for computers to acquire their own knowledge
through the extraction of patterns from raw data, a concept now known as machine learning (ML)
(Goodfellow et al., 2016). In supervised ML, models are trained on labeled datasets, to learn the
mapping between input and output variables, either for regression (predicting continuous values)
or classi cation (predicting discrete categories). Conversely, unsupervised learning involves a set of
inputs with no known outputs - the algorithms cluster the unlabeled dataset. In this study, the task

Is a supervised regression problem, where the inputs are GRACE-FO intersatellite ranging data
values, with the corresponding LGD values as targets, aiming to develop a data-driven transfer
function between them.

The architecture of a model is a crucial element to its success, and its hyperparameters (Section
3.1.1) should be carefully chosen to optimise training. A key challenge in model development is
over tting, where the model learns the noise or random uctuations in the training data rather than
the underlying pattern, leading to poor generalisation to new data. It can be mitigated through
appropriate selection of architecture and hyperparameters. To assess and optimise performance,
datasets are commonly divided into training, validation, and test sets: the training set is the data
from which the model learns the desired relationship between inputs and targets, the validation set
guides hyperparameter tuning and evaluates the model during training, and the test set provides
an unbiased evaluation of predictive capability.
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3.1.1 Hyperparameters

Hyperparameters are features of the model which control the learning process, determined prior to
training. Despite playing a signi cant role in model performance, manually choosing the optimal
hyperparameter combination is di cult, and so automated trial-and-error techniques are used to
tune them. Widely used tuning strategies include Grid Search, Random Search, and Bayesian
Optimisation. Grid search is an exhaustive tuning option, trialling a range of hyperparameters
combinations uniformly distributed across the de ned hyperparameter space. Random search
samples random combinations from the hyperparameter space, nding good con gurations faster
than grid search, which makes it more suitable for wide search spaces. The more e cient option is
Bayesian optimisation, which dynamically builds a probabilistic model to evaluate the promise of
hyperparameter combinations and trial them next. These three tuning strategies were considered
for this study, but random search was chosen due to its computational e ciency and ability to
deal with large search spaces. The hyperparameter tuning process is further detailed in Section
4.2.

3.1.2 Evaluation Metrics

To successfully evaluate the performance of ML algorithms and their predictive accuracy, a set
of evaluation metrics must be de ned prior to training. The metrics employed in this study are
outlined below:

Mean Squared Error
The mean squared error (MSE) is a common metric used to evaluate how well predictions match
true values. It is calculated as:

_ X 2
MSE =~ (¥ %) (14)
i=1
wherey; is the true data value,y} is the predicted value, andn is the number of samples in the
dataset. The nature of the MSE metric gives greater penalties to larger error, hence making it

useful to assessing gravity models, where peaks and anomalies are crucial.

Mean Absolute Percentage Error
The Mean Absolute Percentage Error (MAPE) is a statistical measure of predictive accuracy,
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calculating the average percentage di erence between predicteg| X and actual values §;):

XUy
MAPE = 1TOO u ; (15)

=1 Y
wheren is the number of data points. It is a popular tool for evaluating the performance of fore-
casting models, because it expresses error as a percentage and hence is easily interpretable.

Coe cient of Determination
The coe cient of determination R2 is de ned as the proportion of variance in a dependent variable
that can be explained by an independent variable, given by

SSres.
SSot ’
where SSres is the residual sum of squares an8S;¢ is the total sum of squares. With regards
to ML, the R2 score measures how well a regression model captures the variation in the target
variable. A score ofR2 = 1 indicates perfect predictions,R2 = 0 means the model's predictions
are no better than the average, an®R2 < 0 suggests the model is worse than just using the average.

RZ2=1

(16)

3.2 Random Forest

Random forest (RF) models fall under the ensemble learning umbrella, where individual models
are combined to improve predictive accuracy. Used for both classi cation and regression tasks,
RFs operate through the creation of multiple decision trees. Decision trees, resembling a owchatrt,
operate a feature-based recursive data splitting method, with the goal of minimising prediction
error. Typically, the prediction error is evaluated using the MSE (Equation 14). The forest's nal
prediction is either the most common class outputted by the trees (classi cation), or the mean
prediction of the trees (regression) (Ho, 1995).

Figure 4 illustrates the RF prediction process. Decision trees themselves are seldom accurate
as they have a tendency to over t to the training data, especially when faced with highly irregular
tasks (Hastie et al., 2009). RF models overcome this by training multiple decision trees on a
di erent sample of the training data set, and averaging across them, with the goal of reducing the
variance (Breiman, 2001).

The RF algorithm employs a technique known as "bootstrap aggregating’ when selecting train-
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Figure 4: Diagram illustrating the key stages of the RF decision tree process.

ing data. From a master training set, consisting of inputX = x1;::;;Xn and targetsY = yq;:::; yn,
bootstrapping repeatedly chooses a random sample (with replacement) to train individual trees.
Exposing the trees to di erent datasets introduces diversity between them (Breiman, 2001).

In addition to bootstrap sampling, RFs vary how the trees are constructed, whereby instead
of evaluating the data across all features, at each split in the decision tree, a random subset of
features is chosen (Breiman, 2001). This ‘feature bagging' technique serves to de-correlate the
trees: if certain data features strongly in uence the target variable, these features will be selected
in many of the trees, causing a correlation. By preventing this, feature bagging lowers model
variance without increasing bias, hence improving generalisation (Breiman, 2001).

After training all trees, the outputs are aggregated to achieve the nal predictiory;? which in
the case of regression follows:

X
fi(xj) (17)
t=1

1
=1

fori=1;::nwhereT is the number of trees in the forest and(x) is the prediction from the
tth tree for input value X -
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3.2.1 Out-of-Bag Score

Speci c to RF models, the Out-of-Bag (OOB) score is a way to estimate the models performance
without the use of a validation dataset. Due to the bootstrapping techniques, only around 63% of
the training data is used in each bootstrap sample (Liu et al., 2012). The remainder of the data,
coined the "out-of-bag samples', is never seen by the individual tree in the forest. The OOB score
is essentially theR? calculated on the OOB samples. For each training sample, the trees for which
the sample was OOB are identi ed and used to make a prediction. These OOB predictions are
averaged and compared to the target value. The OOB score quanti es the discrepancy between
them, and is often used to aid determination of the number of trees in the forest. As number of
trees increases, the OOB score will increase then reach a plateau. Common practice is to choose
the smallest number of trees for which the OOB score plateaus.

3.3 Multi-Layer Perceptron Neural Network

Neural networks (NNs) are a class of ML model based on the inner workings of the human brains,
mimicking how biological neurons link together to learn behaviours and make decisions. At their
core, NNs aim to approximate complex functions that map input to output, particularly in prob-
lems where traditional algorithms struggle with high dimensionality or non-linear relationships.
NNs consist of interconnected units known as arti cial neurons. Each neuron receives multiple
input values, computes the weighted sum of these inputs and adds a bias term. A non-linear
function called the activation function is applied to this sum, and this is outputted to neurons in
subsequent layers. This process is visualised in Figure 5. During the training process, the weights,
which determine the in uence of each input, are adjusted to optimise the model's performance.

Multilayer Perceptron (MLP) NNs are one of the most basic NNs, consisting of an input layer
and output layer, with multiple fully-connected hidden layers in-between, illustrated by Figure 6.
Each layer transforms the data using learned weights and biases, enabling the network to detect
complex relationships in the training data. MLPs are typically trained using supervised learning.
During a forward pass, inputs are successively passed from layer to layer to produce a nal output.

The output §; at a single neuronj at time t can be mathematically modelled as:
X
fO=  wjx®+h); (18)
[

wherex; are the inputs,wij are the Weights,q the bias, and the activation function. Popular
activation functions include hyperbolic tangent fanh), sigmoid, and recti ed linear unit ( ReLU).
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Figure 5: Data processing at a single neuron in a NN. Multiple weighted inputs are sent to the
neuron, summed, and a bias and non-linearity are added to produce the output.

The complexity of an MLP in uences its ability to capture intricate data features. While simple
models require less computational e ort, they can struggle with under tting. More complex models
tend to better capture data complexity but have an increased risk over tting.

After each forward pass, the outputyf*is compared to the ground truthy;, and the discrepancy
is quanti ed by the loss function, commonly de ned as the MSE. The goal of the model is to
minimise the loss, which is done via backpropagation, a procedure which computes the gradient
of the loss with respect to the weights and biases. These gradients indicate each parameters
contribution to the error and determine how they should be updated. An optimiser uses the
gradients to update the weights and biases, where the update step is scaled by the learning rate,
controlling the magnitude of the updates. Common optimisers are Stochastic Gradient Descent
(SGD) which updates weights directly based on the gradient, and Adaptive Moment Estimation
(Adam), which uses momentum and adaptive learning rates to improve robustness of the model.
The forward pass, computation of loss, gradient calculation, and parameter updates comprise
the training process, which is repeated for a number of epochs until the loss converges. The
learning rate and optimiser are classed as key hyperparameters, strongly in uencing the model's
performance. Figure 6 illustrates this training cycle in its entirety.
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Figure 6. The training process of an MLP. Each grey circle represents a neuron in the model,
the black arrows indicate a forward pass, whereas blue arrows indicate backpropagation. Figure
adapted from Zhang et al. (2024).

3.4 Recurrent Neural Networks

Recurrent Neural Networks (RNNs) are a branch of NN designed for processing sequential data
(handwriting, time series, images etc.) for sequence recognition and prediction (Salehinejad et
al.,, 2018). This specialisation is enabled through parameter sharing across the model. While
MLPs are feedforward networks, passing information in a forwards direction from input to output,
RNNs are littered with feedback loops allowing the model to transmit information across time
steps (Schmidt, 2019). Figure 7 visualises the di erence between the MLP and RNN. At each
time step t, the network considers not only the current inputx(t), but also accounts for previous
inputs x(t 1), remembering information to make informed decisions later on. This information
is encoded in a hidden state, which works as the memory of the network so it can learn temporal
complexities of the data.

The recurrent connections are key to RNNs. At each time stepy the RNN takes the input
vector x¢ and calculates the hidden statehy as a function of the current input and the previous
hidden state:

ht = (WXhXt + Whhht 1t bh); (29)

whereW p, is the input-to-hidden weight matrix, W,y is a hidden-to-hidden weight matrix, and
by, is the bias vector (Schmidt, 2019). The output at timet is then given by:

yt = (W hyht + by); (20)

24



Figure 7: Top-level owchart illustrating the di erence between MLPs and RNNs. Diagram taken
from Schmidt (2019).

where W hy is the hidden-to-output weight matrix. The hidden stateh{ depends onh; 1, and
so on recursively, such that traces of the hidden states at all previous time steps remain in the
sequence (Schmidt, 2019).

Like MLPs, RNN's are trained using backpropagation, but are susceptible to training di culties
due to the vanishing and exploding gradient problems (Bengio & Glorot, 2010). These issues occur
when gradients become increasingly small or excessively large during backpropagation, and prevent
the RNN from learning long-term dependencies.

3.4.1 Long Short-Term Memory Units

The development of Long Short Term Memory (LSTMs) units was motivated by the vanishing
gradient problem. They were intended to outperform traditional RNNs across a variety of tasks
(Schmidt, 2019). LSTMs introduce data-dependent controls (gates) which decide which informa-
tion to keep, forget, or output, based on the current and previous states (Sherstinsky, 2020). The
gates can be trained to let gradients pass unchanged instead of being repeatedly multiplied by
small numbers € 1). Additionally, the gate-controlled data ow enables the model to learn time
dependencies within the data (Lindemann et al., 2021), lending them excellent modelling and pre-
diction capabilities for systems with time-varying dynamics and data sequences. They have had
notable impact across the ML discipline, speci cally in language modelling, machine translation,
speech-to-text transcription (Sherstinsky, 2020).

25



4 Model Optimisation

The three ML models selected for this study (RF, MLP and LSTM) were built and trained in
Python using the Sci-kit Learn (Pedregosa & others., 2011), TensorFlow (Abadi et al., 2015), and
Keras (Chollet et al., 2015) libraries. The following chapter describes the dataset employed for
training, including details of the preprocessing procedures, such as scaling and data cleaning. Initial
versions of the models were subject to a series of data trials, during which di erent input data
formats were used to determine the optimal training data format for each model architecture. The
results of these trials are detailed below. The remainder of the chapter outlines the methodology
used to tune the nal architectures of these models, along with the hyperparameter optimisation
process.

4.1 Data

41.1 Period of Interest

The period of interest chosen for this study was the month of July 2021. During this time, western
Germany experienced an unprecedented ash ood, resulting in 190 total fatalities. Of these
deaths, 134 occurred in the Ahr valley in the state of Rhineland-Palatinate (Rhein & Kreibich,
2025). Though this region has experienced several past catastrophic oods, the severity of the
2021 event crowned it the deadliest in the regions history (Roggenkamp & Herget, 2024). It also
had signi cant social and economic impact, resulting in approximately 50 billion euros of damages
and has been declared a direct consequence of climate change (Roggenkamp & Herget, 2024).

Extreme ash- ooding events involve a rapid redistribution of water through increased surface
water mass and soil saturation. However, the resulting gravitational response is likely very subtle
and may manifest as a very weak anomaly in GRACE-FO data - if detectable at all. To be
visible in the monthly gravity solutions, such ooding events must be large and strong enough
to dominate the SNR; otherwise their small signature risks being averaged out. This limitation
highlights the value of along-track data, which has potential to capture instantaneous gravitational
perturbations caused by rapid events such as the Ahr valley oods. The likelihood of detection in
this higher-temporal-resolution data is much greater, and studies of these events will contribute to
the development of more robust warning and crisis-mitigation frameworks.
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4.1.2 Data Production and Preprocessing

For this ML approach, Equation 11 dictates that the input data should consist of intersatellite
range acceleration, so that the models can directly map it to a set of corresponding LGD values.
There is a certain di culty in this method, given that the LGD is not a directly measurable
guantity due to limited GNSS precision, hence a set of ground-truth target data does not exist.
The training data therefore must be purely synthetic and was generated as follows: rst, simulated
error-free GRACE-like data was calculated using a sampling rate ofAZHz. The set of models used
to derive these true-world quantities are presented in Table 1. Next, a least-squares orbit t was
performed on the simulated data in MATLAB using a gravity eld model complete to degree
and order (d/o) 250, and all relevant gravitational and non-gravitational forces acting on the
GRACE-FO satellites were accounted for. The gravity eld coe cients were xed, while the t
was applied to the satellite trajectories. This orbit t derived a set ofa priori ranging quantities,
using the models presented in Table 2. After the orbit t, the deriveda priori reference values
were subtracted from the true-world ranging quantities to obtain the residual values needed for
this application.

This processing chain generated one-month of synthetic intersatellite ranging data, correspond-
ing to July 2021, and was split into two sub-datasets. The rst dataset, hereby denoted as "Dataset
1', consisted of three-days of synthetic data, corresponding to the primary days of the Ahr Valley
ood: 13th  1gh July 2021. The second dataset, ‘Dataset 2', consisted of one week of data,
corresponding to 1§ 17h July 2021.

Table 1. Summary of models used to generate the true-world error-free synthetic GRACE-like
ranging data.

Force/E ect Model Reference

Earth gravity eld (Static) GOCO06s Kvas et al., 2021
Time-variable gravity (TVG) ESA ESM Dobslaw et al., 2015
Solid Earth tides IERS Conventions 2010 Petit and Luzum, 2010
Ocean tides MIXED2025 CNES, 2024

Sulzbach et al., 2022
Schrama and Ray, 1994

Atmospheric tides TIME22 Sulzbach et al., 2022
Ephemerides JPL DE440 Park et al., 2021
Earth rotation IERS EOP 14C04 Bizouard et al., 2018

Within these two datasets, the input data consisted of the residual range acceleratiore}, and
the residual positions of the GRACE-FO A and B satellites respectively X », X g) in spherical
coordinates. It is important to highlight that the inclusion of positional data in the input data
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Table 2: Summary of models used in the dynamic orbit t to generate the synthetic training data.

Force/E ect Model Reference

Earth gravity eld (static) EIGEN-6C4 Ferste et al., 2014
Time-variable gravity (TVG) ESA ESM Dobslaw et al., 2015
Solid Earth tides IERS Conventions 2010 Petit and Luzum, 2010
Ocean tides FES2022 CNES, 2024
Atmospheric tides TIME22 Sulzbach et al., 2022
Ephemerides JPL DE440 Park et al., 2021
Earth rotation IERS EOP 14C04 Bizouard et al., 2018

was intended to eliminate degeneracies in the range accelerations by providing the models with
additional context, not for the models to learn the highly non-linear relationship between the
position and the LGD - which is beyond the scope of this project. The target data for the
models was the residual relative satellite acceleration projected along the LO% 15, which given
the models' aim is to account for the residual centrifugal acceleration term (see Equation 11), is
equivalent to the LGD (g4%’). In the remainder of this thesis, X 15 denotes the target LGD,
and g{%> denotes the ML-predicted LGD value.

The magnitude of the range acceleration data is intrinsically small, of the ordetl0 Gal. ML
models are particularly sensitive to data magnitude, therefore the input data was normalised to
prevent training di culties and improve model stability. A z-score normalisation was implemented
using

x0= X . (21)

wherex is the original data value, is the mean of the feature across the dataset (e.g. mean
range acceleration), and is the standard deviation. Z-score normalisation implements a mean of
zero and scales the data to unit variance, encouraging equal weighting of input features. Figure 8
illustrates the e ect of the z-score scaling on the input range-acceleration data. The magnitude of
the normalised data is much greater, which aids model stability.

4.1.3 Data Trials

The rst step in developing the ML models for this study was to determine the input data combi-
nation which gives the highest predictive power. Through some initial trial and error simulations,
a base architecture was determined for each model type. The initial MLP followed a reverse bottle
neck structure consisting of ve fully-connected hidden layers of widths (8, 16, 32, 16, 8), whereas
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Figure 8: Two histograms representing raw residual range acceleration data (left), and the same
data after applying z-score normalisation (right). The standard deviation of each distribution is
shown on the plots.

the initial LSTM was constructed from three LSTM layers of widths (64, 32, 16), followed by
two fully-connected layers of width 16 and 1 (a single output prediction) respectively. Combining
LSTM and fully connected layers allows the model to transform the temporal-dependencies learned
by the LSTM into the required single-valued output. Both the initial MLP and LSTM models used

a tanh activation function and an Adam optimiser, due to its well known success. Conversely, the
initial RF model was con gured with 100 decision trees, each limited to a maximum depth of 15,
meaning no more than 15 splits from root to leaf.

After establishing the models, one-day's worth of training data combined with a 820 train-
ing/test split was used to run 50 training simulations on each model. In each simulation, the
models were provided a combination of input data, trained, and t to the test data set. The MSE
was used as the evaluation metric and calculated after each simulation, then averaged across the
simulations. The four input data combinations were:

1. Range-acceleration only : The models were provided with the scaled range acceleration
only, meaning one input feature and 1,280 samples, as a result of the®Hz sampling rate.

2. Range-acceleration & position : The models were provided with the above acceleration
data, as well as the corresponding spherical coordinates of the two GRACE-FO satellites,
resulting in 7 input features.

3. Arc-based segmentation - range-acceleration only . The acceleration data was split
into overlapping arcs -A(t), in attempt to capture the temporal context of the signal. Using
a sliding-window approach with window sizd, each arc was comprised ofk2 1 consecutive
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samples centered around timestep i.e. A(t) = [a(t k);::;a(t);::;a(t + k)]. Each arc
equated to one training sample. A window size &€ = 10 was used, such that there were
21 data points per arc. Larger window sizes were trialed, but resulted in increased levels of
over tting.

4. Arc-based segmentation - range-acceleration & position . As per the approach above,
but satellite position data arcs were also created.

Note for the LSTM model, only the arc approach was tested as it's recurrent structure requires
sequential inputs. Figure 9 presents the results of these input data simulations. For the RF model,
the best performing data set was the non-sequential combination of range-acceleration and posi-
tion data, resulting in an average MSE of (38 0:03) 10 2 Gal?. Itis not surprising that
the arc approach did not yield the highest predictive power in this case, since these models are
not optimised for time series inputs. The MLP regressor performed best when trained on only
the range acceleration data, yield an average MSE of:§8 0:.02) 10 2 Gal2. Again, this
Is expected as feed-forward MLPs treat each sample independently, and do not exploit temporal
correlations. Providing the models with data arcs introduces extra dimensions, which unless they
contain signi cantly strong predictive information, can add redundant noise and prohibit optimi-
sation of the MLP. Contrastingly, the predictive power of the LSTM model was best when trained
with the arc-based range acceleration and position data combination. This combination yielded an
average MSE of (902 0:01) 10 2 Gal ltis expected that the LSTM performed better when
provided with multiple input features as it has the ability to learn how features jointly evolve,
hence contextual input can improve sequence understanding. For the remainder of the model
development and training, the data used for each model corresponds to: range acceleration and
position for the RF, range acceleration for the MLP, arc-based range acceleration and position for
the LSTM.

4.2 Hyperparameter Optimisation

The performance and accuracy of a ML model is greatly in uenced by its hyperparameters. After
selecting the initial architecture for each model, a hyperparameter search space was de ned, cen-
tered around the initial parameter settings. This search space was also extended to architectural
parameters such as layer size and network depth. The individual parameter spaces for each model
are discussed in the following section. To implement the hyperparameter optimisation process,
the RandomizedSearchCV package from the Scikit-learn framework in Python (Pedregosa & oth-
ers., 2011) was used. A total of 50 combinations were trialed for each model, using ve-fold cross
validation in conjunction with negative-MSE scoring as evaluation techniques.
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Figure 9: Box plots comparing model performance for each input data combination. Top: RF re-
gressor, middle: MLP regressor, bottom: LSTM model. The whiskers extend@lL (1:5 x (IQR))
and Q3 + (1:5 x (IQR)) where IQR is the inter-quartile range. Ouitliers, represented by white
circle data points are those values outside of the whisker limit.
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4.2.1 Random Forest

The nature of the RF doesn't allow for large exibility with regards to hyperparameter tuning.
The two key parameters are architectural: the number of trees and the maximum depth of each
tree. The search range for these parameters was based on the initial simulations, whereby larger,
deeper forests signi cantly increased training time without improving model predictions. Therefore
the combination of 100 trees with a maximum depth of 15 were used as upper bounds for the
hyperparameter search space, presented in Table 3.

Table 3: RF hyperparameter search space.

Hyperparameter | Search space
Number of trees f50;, 100y
Max depth f3; 159

4.2.2 Multi-Layer Perceptron

The hyperparameter search space for the MLP model is de ned in Table 4. Following the reverse
bottle neck architecture of the initial MLP, the search space included a scaled-down, a shallower,
and a atter reverse bottleneck con guration, to explore how varying dimensionalities in uenced
the model performance. BotfRelLUand tanh activation functions were trialled. A batch size range
of 128 256 was used to cope with the large number of samples. The L2 regularisation parameter
, Which penalises large model weights to help prevent over tting, was assigned a wide range as
no prior information about its optimal value was available. The learning rate was explored over a
range of 10 4 t0 10 3. An Adam optimiser and an MSE loss function were used. The number
of tuning epochs was de ned as 500, but an early stopping mechanism was enabled to terminate
training if the model reached convergence before reaching the maximum number of training epochs.

4.2.3 Long Short-Term Memory

Table 5 outlines the LSTM hyperparameter space. The initial LSTM architecture comprised three
stacked LSTM layers coupled with a two fully-connected layers. However, early hyperparameter
tuning experiments revealed that the three LSTM layer con guration was very computationally
expensive, thus the number of stacked LSTM layers was reduced to two. The layer size search
space was chosen based on the sizes of the rst two layers in the initial model, while the fully
connected layer size was constrained to match the output size of the nal LSTM layer. Unlike the
MLP model, the LSTM uses xed activation functions: tanh for the LSTM layers andReLUor the
fully-connected layers, as recommended by the literature (Goodfellow et al., 2016). To improve
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Table 4: The hyperparameter search space for the MLP model. For the hidden layer con gura-
tions, each tuple represents a di erent con guration of fully-connected layers, where each number
indicates the number of nodes per layer.

Hyperparameter Search space
Hidden layer con gurations (8, 16, 32, 16, 8)
(4, 8, 16, 8, 4)
(16, 32, 16)
(8, 16, 16, 8)
Activation ReLUtanh
L2 penalty f10 4; 10 2g
Learning rate f5 10 4; 2 10 3g
Batch size f128 256y

training stability and prevent vanishing gradients, the LSTM weights were initialized explicitly
using Xavier uniform initialization, which following a study by Bengio and Glorot (2010), is highly
recommended for models susceptible to gradient instabilities. The same batch size and learning
rate range used for the MLP were used for the LSTM. The L2 penalty was excluded from the search
space, as it had negligible impact while adding unnecessary computational cost. The LSTM model
was trained for 10 epochs per combination, early stopping was enabled, and the loss function and
optimiser used were MSE and Adam, respectively.

Table 5: The hyperparameter search space for the LSTM model. The layer sizes indicate the
number of nodes in each layer.

Hyperparameter Search space
LSTM layer 1 size [nodes] f28; 32 46, 64g
LSTM layer 2 size [nodes] f16; 24; 32, 40g
LSTM activation tanh

FC layer size [nodes] f16; 24; 32, 40g
FC activation RelLU
Learning rate f5 10 4; 2 10 3g
Batch size f128 256y
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5 Model Training Process

Using the prede ned hyperparameter search space, each model was trained on the two di erent
datasets, Dataset 1 and Dataset 2, using a ZB0=10 train/test/validation data split. Each dataset
generated a set of optimal hyperparameters for each model. With these hyperparameters, the
models were then re-trained. The following section presents the hyperparameter tuning results,
the subsequent nal model architectures, and discusses the training process. The trained models
were tto the 20% test portion of the training dataset to generate an initial set of LGD predictions.
These predictions were evaluated using the metrics de ned in Section 3.1.2, and the results are
summarised below. It is important to note that although the models were trained on slightly dif-
ferent input combinations (see Section 4.1.3), their performance comparison is fair as all evaluation
metrics are computed on the same test set. This ensures that di erences in performance re ect
each model's ability to generalise to unseen data, rather than variations in the training data.

5.1 Random Forest

The RF model was trained on both datasets, generating a di erent set of optimal hyperparameters
for each, presented in Table 6. The maximum depth of the forest was 14 for both datasets.
However, when trained on Dataset 2, the model bene ted from an increased number of trees (70),
and the hyperparameter optimisation time saw almost a four-fold increase. Figure 10 visualises the
relationship between the size of the forest and the maximum depth for both datasets, determined
through cross-validation. Interestingly, in both cases, a deeper tree increases model performance
(higher R2 score), but varying forest size seemed to have minimal impact.

Table 6: Final architectural parameters for the RF regressor, for each training data set.

Hyperparameter Dataset 1 | Dataset 2
Number of trees 63 70
Max depth 14 14
Optimisation time [s] | 2:50 103 | 973 103

After training the model on each data set, its performance was evaluated by tting the model
to the 20% test dataset. A quantitative evaluation of the models performance using the metrics
de ned in Section 3.1.2 is presented in Table 7. Dataset 2 succeeds Dataset 1 in performance
across all metrics except training time, which is to be expected due to larger data volume. For
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Figure 10: Heat maps illustrating the e ect of forest size and tree depth on model performance for

Dataset 1 (a) and Dataset 2 (b), with darker areas corresponding to higher accuracy. The white
space represents the parameter search space the RandomizedSearchCV packaged did not explore.
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Table 7: RF regressor training results and regression statistics.

Metric Dataset 1 Dataset 2
Training time [s] 14.64 47.72
MSE [ GaP] 509 10 2| 458 10 2
R2 0.95 0.96
MAPE [%] 148.81 131.28
OOB score 0.99 0.99

both datasets, the coe cient of determination is R2 > 0:95 and the OOB score is 0.99, indicating
that the model is able to capture the variability in the data.

5.2 Multi-Layer Perceptron

The nal hyperparameters for the MLP trained on the two datasets are summarised in Table 8.
When training on Dataset 2, the model preferred the most complex hidden layer con guration,
which re ects the increased complexity of the dataset. Additionally, a larger L2 penalty was
preferred. The optimal batch size and learning rate were both smaller for Dataset 2 than for
Dataset 1.

Figure 11 visualises the relationship between learning rate, batch size, and MLP model per-
formance in terms of MSE, determined through cross-validation. A batch size within the ranges
162 178 and 203 211 coupled with a learning rate in the range:8 10 3 90 10 3
optimises model performance for both datasets. Additionally, a learning rate towards the lower
end of the search space is preferred. After parameter optimisation, the MLP model was trained
on both datasets for a maximum of 500 epochs (with early stopping), then applied to the test
dataset. The MLP's performance on this small test set was evaluated and the results of which
are presented in Table 9. The MLP yielded a lower MSE and MAPE when trained on Dataset
1 compared to Dataset 2, but a greateRZ. This indicates better performance with Dataset 1,
although the performance is considerably worse than the RF.

Table 8: Architectural and hyperparameters of the MLP model for each training data set.

Hyperparameter Dataset 1 Dataset 2
Hidden Layer Con guration | 16, 32, 16 | 8, 16, 32, 16, 8
Activation ReLU RelLU

L2 Penalty 266 10 °| 1.3 10 3
Learning Rate 621 10 4| 121 10 4
Batch Size 208 161
Optimisation time [s] 900.76 2:39 103
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Figure 11: Heat maps illustrating the e ect of batch size and learning rate on the MLP model's per-
formance for Dataset 1 (a) and Dataset 2 (b), with lighter areas corresponding to higher predictive
accuracy (lower MSE). The white space represents the parameter search space the Randomized-
SearchCV packaged did not explore.
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Table 9: MLP training results and regression statistics.

Metric Dataset 1 Dataset 2
Training time [s] 14.64 33.78
Training epochs 219 158
MSE [ Gal’] 924 10 2|116 10 1
R2 0.92 0.91
MAPE [%)] 286.74 303.94

5.3 Long Short-Term Memory

The optimal LSTM architectures and hyperparameters as a result of the optimisation process are
summarised in Table 10. The model favoured a larger number of nodes in the second LSTM
layer when trained on Dataset 2. The relationship between learning rate, batch size and the MSE
determined through cross-validation is illustrated in Figure 12. When trained on Dataset 1, the
model favoured a batch size between 180220 across all learning rates, or between 165175 for
learning rates greater than 2 10 3, Training on Dataset 2 yielded a smaller preferred batch size
in the range 149 178, and the overall MSE was higher. Additionally, the LSTM hyperparameter
tuning process had signi cantly greater computational expense compared to the the MLP and RF
models.

After hyperparameter tuning, the LSTM model was trained for a total of 100 epochs, as initial
simulations revealed that increasing the number of epochs past this value had no signi cant impact
on model convergence. The models were t to the test dataset, and the prediction accuracy was
evaluated - summarised in Table 11. The dierence in th&®? score and the MSE between the
two datasets is minimal; however, the MAPE is considerably higher for Dataset 2, indicating poor
predictive performance in this case. Moreover, training with Dataset 2 incurs a computational cost
approximately two orders of magnitude greater than Dataset 1.

Table 10: Final parameter values for the LSTM model for each dataset.

Hyperparameter Dataset 1 Dataset 2
LSTM layer 1 size [nodes] 28 28
LSTM layer 2 size [nodes] 32 40
LSTM activation tanh tanh

FC layer size [nodes] 32 40

FC activation RelLU RelLU
Learning rate 1:95 10 3|6&62 10 4
Batch size 178 142
Optimisation time [s] 575 103 | 953 10%
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Figure 12: Heat maps illustrating the e ect of batch size and learning rate on the LSTM model's
performance for Dataset 1 (a) and Dataset 2 (b), with lighter areas corresponding to higher pre-
dictive accuracy (lower MSE). The white space represents the parameter search space the Ran-
domizedSearchCV packaged did not explore.
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Table 11: LSTM model training results and regression statistics.

Metric Dataset 1 Dataset 2
Training time [s] | 35955 1:14 10%
Training epochs 100 100
MSE [ GaP] 479 10 2646 10 2
R2 0.96 0.95
MAPE [%] 159.05 44083
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6 Model Testing: Application to Simulated GRACE-FO
Data

The training process, outlined in Section 5 produced a total of six trained models - two of each
model type, one trained on Dataset 1 and one trained on Dataset 2. Based on training and initial
test performance, the best performing model of each type was selected: the RF trained on Dataset
2, and the MLP and LSTM models trained on Dataset 1. These models were used for the remainder
of this study. Although during the training phase the models were t to the 20% test data set,
further assessment of their predictive capabilities required evaluation on a unseen dataset with
spectral characteristics di erent to that of the training data. The three best performing models
were t to a new test dataset, and the accuracy of the LGD predictions were assessed in both
the time and spectral domain. The following chapter provides details of the new test data, and
presents the results of this testing phase.

6.1 Data

The new test dataset consisted of one day of simulated GRACE-FO data, generated following the
same procedure as the training data (Section 4.1). Testing the method's validity with synthetic
ranging data provides a controlled environment with known parameters, void of uncertainty and
noise. The chosen day was fLrBJuIy 2021, selected with the intention that the signal characteristics
were di erent to those of the training data. To aid comparison between the ML methods and the
transfer function method, a transfer function was calculated using the admittance spectrum of
the data as per Ghobadi-Far et al. (2018), and used to make a set of LGD predictions from the
simulated range acceleration data using Equation 13.

6.2 Random Forest

The RF was t to the new test dataset. Figure 13 compares the predictions of the model to the
synthetic target LGDs, and Figure 14a presents the absolute error distribution of the predictions.
The RF yields a lower mean absolute error (MAE) than the transfer function (Figure 14d), and
a narrower error distribution than both the transfer function and the other models. The model's
predictions were evaluated using the same regression metrics as in the training phase, and are
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summarised in Table 12. Of the four methods, the RF predictions yield the higheﬁt2 (0.97)
and the lowest MSE and MAPE score of 35 10 2 Gal? and 4641% respectively. Figure 15a
shows the correlation spectra between the simulated range acceleration and both the simulated
and RF predicted LGDs, as well as the correlation between the simulated target LGDs and the
RF predictions. For all models, the correlation spectra were computed using Fourier analysis to
guantify the frequency-domain relationship between range-acceleration and LGD signals. The RF
predictions well match the target correlation with the simulated range acceleration, particularly
between 5 60 CPR, but exhibit a weaker correlation for frequencies 1 CPR. Additionally, there

is a strong correlation & 0:85) between the target and RF-predicted LGDs in the 1 60 CPR
range. To further validate the predictions, their amplitude spectral density (ASD) was calculated
alongside the ASDs of residual range acceleratiorr, residual centrifugal acceleration (), target
LGDs Xy, transfer-function-derived LGDs gi53¢, and the di erences between the target LGD
and both the RF and transfer function predictions. Figure 16 presents these spectra. The RF well
matches the target spectrum in the 5 60 CPR frequency band, but falls o faster than the targets
for frequencies> 60 CPR. Additionally, inthe 1 5 CPR range, the di erence between the targets
and RF LGDs (teal) is smaller than the di erences generated by the transfer function approach
(orange). A time series of the residuals between target and RF-predicted LGDs is presented in
Figure 17. Overall, residual signal between the target and RF predictions generally remains in
the range 0:5 Gal, with larger errors occurring at similar timestamps for all methods. Between
5 and 13 hours, the RF predictions exhibit a residual signal smaller than that of the transfer
function.

Table 12: A statistical evaluation of the machine learning models' and the transfer function's
predictive performance when t to the simulated test data.

Method MSE [ GalP]| R2 | MAPE [%]
RF 315 102 | 0.97 46.41
MLP 9:19 102 | 0.92 82.81
LSTM 857 102 |0.93 88.01
Transfer function | 6:00 102 | 0.95 69.42

6.3 Multi-Layer Perceptron

The LGD predictions produced by tting the MLP on the test data are presented in Figure 18,
and Figure 14b illustrates the corresponding distribution of absolute error in these predictions.
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Figure 13: LGD time series of 18 July 2021. The light blue line indicates the simulated LGD

values X';,, and the navy data points are the corresponding RF LGD predictiong Il_SSRF'

The MLP has the largest MAE of the four LGD prediction methods, and the widest error distri-
bution. The predictive performance of the model was evaluated using the regression metrics and
is summarised in Table 12. It exhibits the an MAPE of 881% andR? of 0.92, and yielded an
MSE of 919 10 2 Gal? - the largest of the four methods. The correlation spectra between
the simulated residual range-acceleration and both the simulated LGDs and MLP predictions are
shown in Figure 15b. The MLP predictions match the correlation of the simulated data in the
range 5 60 CPR, but show a stronger correlation for frequencies less than 5 CPR. Additionally in
Figure 15b, the correlation spectrum between the simulated target LGDs and the MLP predicted
LGDs is shown, exhibiting a strong correlation above 5 CPR, which falls o at lower frequencies.
The ASD for the MLP LGD predictions was calculated and is presented in Figure 19. While for
frequencies above 5 CPR the MLP predictions match well the target spectra, below 5 CPR there
is some discrepancy. Above 5 CPR, the ASD of the di erence between the target and MLP predic-
tions (teal) is greater than that of the transfer function (orange), indicating poorer performance
of the MLP method in this range. This is further illustrated in Figure 20, where the di erence
between the target and predicted LGD values is generally larger for the MLP than for the transfer
function throughout the entire time series.
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(@) RF. (b) MLP.

(c) LSTM. (d) Transfer function.

Figure 14: Histograms of absolute errors between target and predicted LGDs for the three machine
learning models (a{c). Panel (d) shows the absolute error distribution for LGDs derived using
the transfer function method of Ghobadi-Far et al. (2018). The standard deviation for each
distribution is indicated at the top right of each plot, and the vertical dashed line marks the mean

absolute error (MAE).
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(a) RF correlation spectrum.

(b) MLP correlation spectrum.

(c) LSTM correlation spectrum.

Figure 15: Correlation spectra between simulated residual range acceleration and simulated
LGD X, (black), simulated residual range acceleration  and predicted LGD g{9° (red), and
simulated LGD X3, and predicted LGD gi9° (blue) for each ML model.
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